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Abstract- Traditional |P accounting infrastructures cannot
withstand the shock waves produced by voice over IP
integration, increasingly large accounting data vdumes,
adaptive pricing schema that reflea resource utilization, and
real-time requirements on accounting gpplications sich as
billi ng and traffic monitoring.

To suit tomorr ow’s networks, the Active IP Accounting Co-
processor Environment (AIACE) argues that the number of
accounting tasks performed at the network nodes and at the
accounting servers be fluid and not necessarily known a priori.
The AIACE infrastructure introduces the notion of an active
accounting co-procesor coupled with the network node. This
co-procesr performs custom operations on accounting data
exactly where the accounting data is being generated. For
instance the w-processor can efficiently manage pre-paid debit
card semantics, reflect settlements among providers, apply
fraud detedors, or enable real-time accounting data mining.

The AIACE infrastructure dynamically pushes intelligence
into network nodes and applies Active Networks themes to
network management. Isolated from any problematic
interference with end-to-end data paths, AIACE can set IP
accounting free to exploit the power of open and active network
nodes.

. INTRODUCTION

In traditional IP acourting, network nodes (e.g., routers,
switches, firewall s) colled data regarding the network traffic
that flows throughthem. From accourting-illit erate network
nodes, the data get periodicdly upoaded into centralized
acouning servers. The latter synthesize the unwashed
acourting data off-line, and make the outcome available to
acouning applicaions auch as hilli ng, traffic monitoring,
cgpadty planning, and audting. Increasingy, the
effediveness and efficiency of traditional IP accourting are
being challenged by the foll owing trends:

* Acoourting data volumes growing linealy with resped
to the bandwidth avail able to end wsers' traffic;

e Highvaue, high pay-off traffic coexisting with low-
cost, low-value traffic within the same mmodity
infrastructure;

» Ubiquitous presenceof IP (e.g., for both data and vdce);

*  Qudlity of Service classes for tariffs, billi ng, monitoring
procedures, which will include, for instance, red-time
billi ng to seleded customers;

e Adaptive pricing schema designed to refled and
promote resource utilization (as oppcsed to flat
administrative agreements among poviders);

e Pay-for-what-you-use models wherein service providers
advocate to themselves the freedom to customize the set
of communication resources and computation resources
that are being monitored or billed for (e.g., bandwidth
aswell as, say, the gycles of acrypto-accdl erator);

» Interoperability challenges among \erticdly integrated
vendar-spedfic solutions for network management.

The Active IP Accourting Co-procesor Environment
(AIACE") questions traditional IP acwmurting at the very
foundation. The new AIACE infrastructure agues that the
number of acourting tasks performed at the network nodes
and a the acourting servers must be fluid and nd
necessarily known a priori. That is, network nodes cease to
be acouning-illit erate and, to the @ntrary, effedively pre-
process acourting cata to an extent that the redpient
acourting servers can control. In this model, acourting
plug-ins are the demental units of acourting processng;
they can nest into the AIACE co-procesor and perform
spedfic acourting tasks at the network noce on behalf of an
acourting server.

Among things, the new acourting-savvy network nodes
can egerly aggregate the acournting data of flows meeing
pre-set affinity criteria, manage pre-paid debit card
semantics, reflect settlements among poviders, apply fraud
detedors, enable red-time acourting data mining, and
custom signal acourting servers to med the deallines of
acourting applications.

With acounting-savvy network nodes, AIACE's godl is
to gredly increase the “goodpd” between network nodes and
acourting servers. In turn, this can improve the
resporsiveness scdability, and dependability of acounting
applications (e.g., red-time billi ng, traffic monitoring, fraud
detedion) to the benefit of service providers or network
operators.

" AIACE is the Latin transcription for Ajax, the acient
Greek hero who dstinguished himself during the Trojan War
and eaned the prize of Achill es’ mighty armory.



AIACE pases new reguirements on hav network nodes
are enginegred. These requirements adhere to the vision that
in the next decale network nocdes will no longer be verticdly
integrated systems. That is, manufadurers will pass on to
service providers and entrepreneurs the freedom to formulate
the high-value services for which they have identified a
market. The astomizeble AIACE acourting infrastructure
wants to take advantage of these new oppartunities.

The paper proceals with a brief description d current |P
acourting techndogies, followed by an owerview sedion
that puts AIACE in focus. In this overview, a selection d the
oppatunities creaed by the node-resident acourting co-
procesor is presented. The paper continues with the
definition o the AIACE architecture, in terms of building-
blocks for bath the m-processor and the -procesor aware
acourting server. The concepts presented in these sedions
come together in two sample accounting applicaions—
custom billing for application flows and hgh-confidence
traffic monitoring— which cepitalize on the AIACE co-
procesor oppatuniti es.

Il. TRADITIONAL |IP ACCOUNTING

IP acourting concerns the mlledion d usage metrics
relating to 1P networks.

In traditional IP acourting (Fig. 1), hardware or software
meters are placal into or nea by network nodes (e.g.,
routers, switches, firewals). RMON/RMON2 [15],
OC3MON [2], SMON [16] are well known types of meters.
Meters can capture events (eg., a PDU in o out) with
various levels of granularity and intrusiveness With or
withou aggregation, the meters' output makes it into traffic
reports that are transferred from network nodes to
acourting servers. The protocol for this transfer is referred
to as the acourting protocol. SNMP [19], RADIUS [14],
NetFlow [11], OSA [12] are examples of protocols used as
acwourting protocols. The node-resident software that makes
a network nock interad with an acourting server typicdly
does nat qualify as a Turing macdhine.

Accourting servers [3] colled, aggregate, correlate,
remove dupicates, and store accourting data. This off-line
elaboration o acourting data is known to be a lengthy
process whaose duration is often quantified in terms of hours
or days rather than seconds or minutes. The outcome of the
elaboration is eventualy made avalable to acmunting
applicaions (“applicaions’ throughou the paper) such as
billi ng services, cgpadty-planning tods, traffic monitoring,
or auditing services.
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Fig. 1. Traditional 1P Accourting

Much as individuals and corporations use different styles
to maintain their books, IP acaournting can hardly be framed
into a “one-sizefits-al” model. IP accourting requirements
may differ based on
e Which data is being cgptured by meters, and which

layout is most appropriate for accournting ceta records;
whether Quality-of-Service (QoS) metrics such as delay
or jitter matter. Minimally, an acourting record can be
thought of as a 5-tuple’ record augmented with number
of padkets and bytes forwarded in a unit of time.
Reaords may optionally be structured into uridiredional
or bi-diredional flows;

e  Where acourting data is being sampled—eg., at
ingressor egressinterfaces, at edge network nodes only
(carier) or at spedfic internal hubs to acournt for
internally generated traffic (intranets);

« Why acounting datais being sampled—e.g., for hilli ng,
intrusion cetedion, or traffic monitoring;

e When and hov often acourting data is being
transferred from network nodes to the acourting
server(s);

e How the acounting ceta is being transferred—e.g., with
SNMP, RADIUS, securely or in the dea—or stored—
e.g., to vdatile or nonvolatile storage. The acourting
protocol may be synchronaus or asynchronous, standard
or proprietary.

The industry trends enumerated in the introduction will
continue to deliver many solutions along these five
dimensions. The time lag between new features in network
nodes (e.g., VLAN), the resolution by standard bodies (e.g.,
SMON), and adual market penetration by standards is
unaccetably large. It encourages norrinteroperable solutions
and proprietary drifts.

A 5 tuple onsists of: protocol number, source ad
destination |P address source and cestination pat number.



Furthermore, there is a fundamental contrast between
meters generating increasingly large data volumes at the
network nodes (left side of Fig. 1), and applicaions using
incressingly sophisticaed contexts for customer care (right
side of Fig. 1). If applicaions continue to have exclusive
accsssto their context, they will not be eleto be dfectively
supported by retwork nodes or acourting servers in
acomplishing their misson. This becomes particularly
evident when red-time gplicaions are being considered—
i.e., applications whose output must be dependably delivered
acording to pubished timings and acaragy. For
applicaions to behave in red-time, and with sub-minute
latencies, the mining d relevant accourting data must also
happen in red-time. This implies that red-time properties
must be provisioned throughou the whole asmbly chain,
from the meter to the final applicaion ouput.

For instance, a user may want to subscribe to a new
usage-based hilli ng servicethat shows how costs are building
up in red-time, with a latency of ten seands. This srvice
requires the service provider to aggressvely cepture and
processthe acourting data mncerning this type of user. In
turn, the service provider may neal to renegotiate the
contrads with its providers and passbly subscribe to new
acourting/bill ing services of theirs.

I11. AIACE OVERVIEW

The AIACE programmable acourting co-processor is a
Turing machine operating dredly at the network node. With
its plug-and-play software modues (i.e, the acourting
plug-ins), the -processor has the patential to overcome the
limitations observed in traditiona IP acounting. The
anticipated AIACE contributions fall into the overlapping
caegories of:

» Effectiveness improvements (e.g., rea-time accounting
data mining for custom hilli ng a high confidence traffic
monitoring);

* Multiple dficiency scenarios (e.g., to adiieve a data
reduction on acourting’'s own wire traffic at the
expenses of richer hardware or more CPU cycles being
invested in the acounting co-processor);

 Acauracgy tradeoffs (eg., to manage accourting ceta
overloads in red-time by considering financia
impli cations of data drops);

* Increased interoperability through just-in-time binding
between meter formats and ac@urting protocols.

A.  Separating Accounting Sgnal from Noise

Given a set of applicaion requirements, it must be
possble to classfy the unwashed acourting data into a
useful portion—the signal—and an accesory portion—the
noise. The signal represents the amourt of acourting ceta
that is necessary and sufficient to meet an applicaion’s goal.
This processis referred to as acourting data mining.

In the dorementioned red-time billing example, the
acourting dbta pertaining to the set of red-time customers
only qualifies as sgnal. The remaining ac@urting cata that
pertains to unqualified customers is noise. Let us further
asaume that the red-time IP hilling service comes with a
pubished acarracy of one USD (which would typicdly be
compensated by a monthly flat rate to limit the provider's
exposure). Shodd acourting and/or billing incur into
overload within a given red-time sampling period, the
definition o signal can be restricted further to those red-
time-enabled acourting records with traffic figures greaer
than a given traffic threshold. These records will also pass
the hilli ng threshdd of one USD.

The foremost AIACE objedive isto amplify and expedite
acourting's sgnal over noise, for definitions of signal and
acarragy that are not necessarily known a priori, and can be
tracal badk to an applicdion's own context. These
definitions are dynamicdly supgied by the gplicdion a
service provider who exercise the AIACE infrastructure. By
spedfying the nature of the signal and its acaracy, an
application can adudly pass ®me of its context on to
network noces, in exchange for better suppat by network
nocks.

As for the acoourting nase, the dosure of the various
application-spedfic requirements determines whether to
batch it for later processng, or to suppressit al together at
the network noce.

Eledrical engineeas are well familiar with the unmatched
signal-to-noise gains that come from positioning an amplifier
as close & posdble to a RF antenna. These gains can be
formally verified. With acourting gug-ins, AIACE wants to
prove a similar theorem: An accourting pug-in (the
amplifier) collocated with the network noce (the antenna)
can gedly bocst the IP acourting's own signal-to-noise
ratio by operating exadly where the acourting catais being
captured (Fig. 2).

B. Co-processor Oppartunities

The acournting dug-ins that load into and exeaute within
the AIACE co-procesor may perform the following
adivities (anon-exhaustive li st):

e Structure PDU traces into IP flows. Aggregate IP flows
belongng to lower-than-IP logicd partitions (eg.,
VLANS) or higher-than-IP sesgons (e.g., H.323[7], SIP
[18] sessons) using node-locd knowledge (e.g., IEEE
8021Q tags, aH.323 poxy in afirewal);
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Fig. 2. The AIACE architedure uses an active
IP acmurting co-procesor operating at
network nodes b) and c). In b) the co-processor
is loosely coupged with the network nodk,
whereas in ¢) the w-processor is fully
integrated with the network node; a) is a
traditional acourting-illit erate node.

Eagerly mine the acourting dta that apped to
applications with red-time requirements. This may
entail custom extensions to the acourting protocols
between co-procesor and acmurting server;

Redize acounting semantics required by pre-paid debit
card and toll-free semantics. In the former, a courter is
set to a pre-defined value axd deaessed whenever
qualifying traffic passes by, urtil there are no credits. In
the latter, the acounting recrd is no-op'd becaise no
cost will beincurred;

Eagerly recognize settlements among acourting
domains, and dspatch acwourting data acordingly.
Likewise, prepare for departmental chargebadks. These
adivities may entail an interadion between the -
procesor and the node-locd routing table database;
Actively manage the acouning acarragy. In the case of
billi ng applications, this amourts to transposing the one
USD acmurting rule into |P accourting’. That is, flows
that do nd acount for some minima entry figure of
traffic are essmilated into ndse;

Tag PDUs that have already been accourted for and thus
shoud na be munted two o more times by cther
network nocdes within an intranet (Within intranets, the
risk of doude wurting PDUs arises from the fact that
traffic may be generated internaly to the intranet; thus,

One USD is an acceptable degree of acarracy in medium-

to-large acourting pradicesin the United States.

Accounting Server

the sampling d acounting data & the edge nodes only
isnecessary but nat sufficient);

* Dynamicdly adapt the X layout for meters to the PDU
layout mandated bythe Y acmurting protocol;

« Distingush acourting records that belong to dfferent
virtual private networks (VPNs); apply acounting
policiesthat are VPN spedfic;

e Custom extend the set of monitored or bill able resources
(eg., to include the oycles of a hardware crypto-
accd erator, or the number of wired routing table entries
into the forwarding detabase);

e Minimize fraud exposure with fraud detedors being
remotely driven and dyramicdly adjusted by the
acourting server;

e Segregate and dacument acourting deta pertaining to
UDP flows in order to apply punitive measures (because
they do nd bad off in case of congestion);

« Enable red-time trend analysis by establishing and
monitoring statistical y-relevant meters. Tune up meters
sampling acording to feedbadk metrics sippied by
applicaions and its algorithms (e.g., genetic dgorithms);

e Advertise temporarily unwsed resources badk to the
acourting server to enable last-minute discourt pricing
schema;

e Sdedively encrypt acourting dita to guarantee
confidentidity.

C. Active Networks andthe End-to-End Argument

While Active Networks [21] concepts apped to a large
audience, the gplicaion d Active Networks themes to
network management and to IP accourting in particular has
thus far enjoyed littl e &tention.

The AIACE architedure quaifies as a discrete
applicaion o Active Networks to network management.
Accourting dug-ins are explicitly dispatched off-line, and
outside of the PDU’s payload bay. Some literature would
refer to acourting dug-ins as Active Services. The poaints of
convergence between the AIACE infrastructure and the
Active Networks approach can be summarized as follows:

e Accourting dug-ins are adual programs (i.e., data &
well as code) that nest into the node-resident acmurting
CO-pProcessor;

* Acoourting dug-ins take alvantage of information that
exclusively lives in the network (this concept of affinity
reminds of other red-life adivities that make
particularly goodsense when performed in place ... e.g.,
ABS ca brakes work effedively becaise they pump
brakes"in place);

e The spaceof posshle acourting dug-ins may be vast,
sparse, and evolving, so as to make operator-asdsted
loading/unloading d software impradical and error
prone;



* Plugrins loading and adivation may be triggered from
either side—i.e., from the network noce side or from the
acwourting server side.

The AIACE architedure is not affected by the often-
head criticism of Active Networks violating the end-to-end
argument. In AIACE's case, the two ends are the co-
procesor and the acourting server. Wheress traditional |P
acouning (Fig. 3) exhibits asymmetric stadks at ead end,
and in particular uses a minimal stack at the network noce
end, AIACE makes the two ends interad effedively through
more balanced, extensible protocol stadks. Plug-ins can be
redprocated in the stacks at eat end.

D. Implementation Srategies

Virtual machines marry the acourting server's nedl to
dispatch acourting plug-ins into the network noces, with the
heterogeneity of the redpient network noces.

It is well known that red systems result from striking a
balancing ad between contrasting forces. The state of the art
for network nodes has had virtual machines siccumbing to
efficiency forces. Increasingly, however, hardware resources
are enabling a different balancing ad—an ad that allows a
targeted, introductory use of virtual macines. These virtual
madhines are being engineeed as hardware or software -
procesors (as in [9]). The adua padkaging d the -
procesor—be it in hardware or software—is outside of the
scope of this paper.

Starting from these hardware-rich corfigurations, there
are grea oppatunities to align the software evolution curve
of network nodss with the evolution d acmurting server
systems and end-systemsin general.
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Fig. 3. Building Hocks in traditiona IP
acourting.

In this context, virtual machine techndogies that are
already widely popdar within end-systems are preferred to
proprietary virtual machines for the co-processor. For the
nomadic and dug-and-play nature of acourting dug-ins,
the virtual machine must be extensible with security devices,
platform neutral code representation, feaure discovery, and
remoting architecture fadliti es.

Today, the Java techndogy best matches this description
of virtual machine. Javais not an exad match, though Java's
current shortcomings include poar performances and ladk of
service guarantees. Just-in-time compilation techniques
mitigate the former. The workload petterns observed by
acourting dug-ins—few instructions repetitively applied to
large date sets—are areasonably good ground for just-in-
time compil ation techniques and their pegphde performance
optimizations. As for service guarantees, Java Virtua
Madine red-time etensons and resourcesafety
enhancements [5] deliver a Java platform that is predictable
and robust to theft of resources (including the ceae of
resource theft by buggy o misconfigured code). While the
Java techndogy is the chasen mean to AIACE, other
mechanisms—including the ones based on rative mde—can
also be used to redizethe AIACE infrastructure.

In AIACE implementations based on multiple languages
and hindings, the dignment with the Active Networks
Encapsulation Protocol (ANEP) will guarantee muilti-
languege support. As for compatibility, acourting server
implementations can chocse a dud-stadk approach to
communicae with network nodes powered by the AIACE
acourting co-processor as well as with legacy network
nodes. To dual-stadk servers, acoourting dug-ins look like
optional boosters of acwourting dita processng. At the
server, the plug-ins output rejoins mainstrean processng
after discourting the processng steps arealy caried ou by
the plug-in.

lll. THE AIACE ARCHITECTURE
A. Co-processor Organization

The fundamental building Hocks of the AIACE

acourting co-processor are (Fig. 4):

e The virtual acoourting device This layer provides a
platform-independent representation o acourting
resources—e.g. acourting dcata records, timing services,
unique identifiers, hash functions, lookup agorithms,
etc. When the m-processor is based on Java, the virtual
acourting device layer represents an extension to the
Javaruntime;

e The acourting cata clasdfier. The dassfier applies
rules and adions to acmurting data records. A rule is
best thowght of as the cndtional clause of an “if”
statement; an adion corresponds to the ode in the



“then” or “else” blocks. This clasdfier borrows
termindogy and techniques from PDU classgfication[4].

e The acoourting dug-in. The plug-in represents a
primitive ation uponan acourting record o a set of
acourting reords. In  aher comporent-based
techndogies, this plug-in would be referred to as a
micro-protocol [10] or a Java Bean,

e The plug-in framework. With this framework, multiple
acourting dug-ins “stadk up’ and incrementally refine
agiven acourting record or a set of acounting records;

 The demand loader. The loader is resporsible for
loading acourting pdug-ins on demand from the
acourting server, or ancther neighbaing trusted
acmurting Co-processrs;

 The admisson controller. The ntroller performs
cgpadty-based and credentials-based cheds before a
new rule or plug-in can be instantiated;

» The pubisher. The puHisher is a portal through which
other entities external to the -procesor (e.g., the
acouning server as well as locd applicaion proxies,
intrusion cdetedors) can register new rules andor
adions.

themselves to severd

Accourting dug-ins lend

clasgfications.

First, accounting dug-ins can be labeled as hard-state or
soft-state within the -processor. Unlike hard-state, soft-
state is recoverable ad can be unilaterally colleded by the
CO-procesor upon timeout expirations (e.g., like in a LRU
cade). Consider an accourting dug-in that redizes pre-paid
debit card semantics. The plug-in is loaded into the @-
procesor with an initial credit; this credit is deaeased bythe
co-procesor when qualifying traffic passes by. This plug-in
represents hard-state, in that the state it caries (the adual
credit) is a predous resource (i.e., it may be recovered orly
through tetch analysis of the unwashed traffic by the
acourning server, and nd in red-time).

Likewise, the privacy plugrin is a hard-state plug-in, in
that it contains encryption keys used to provide privacy to
the transfer of records to the acourting server.

The splitter plug-in is an example of soft-state plug-in. It
aggressvely applies administrative  settlements by
dispatching acmunting recrds to providers in dfferent
administrative domains (and thus under the jurisdiction d
other acourting servers). Shoud the splitter plug-in be
colleded away, the acwmurting server will incur more
processng to apply settlements. Soft-state plugrins are best
thought of as bocsters, in that they optionaly boost IP
acourting pocessng. The acourting server must be
prepared to ad in their behalf in the case that these plug-ins
were ollected away.
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Fig. 4. The achitedure of the node-resident co-
procesor, with 5 sample acourting dugins
(contrast with left side of Figure 3).

To the ontrary, hard-state plugins are a predous
resource and, together with selected acourting records, must
be dedk-pointed to stable storage (e.g., onto the node’'s
NVRAM).

Seoondy, acournting dug-ins can be dassfied based on
their locd or peer-to-peer significance The dorementioned
pre-paid debit card plug-in hes locd significance, in that its
adion is entirely consumed within the acourting co-
processor. To the @ntrary, a mompresson dug-in has pea-
to-pea significance because it expeds a matching de-
compresson dug-in to be gpplied at the acourting server
side. In general, al the plug-ins that affect the transfer of
data from the @-processor to the acourting server need to
be matched pea-wise.

Thirdly, acourting dug-ins may be platform-neutral or
platform-dependent. While most plug-ins are expeded to be
platform-neutral, the AIACE infrastructure admits platform-
dependent plugins. These plugins express a dee
interadion with the system—e.g., to track CPU cycles—that
would atherwise be hard to define through extensions to the
virtual acourting device

B. Server Organzation

The AIACE IP acourting server includes logic to
support co-processor operations, and to sustain a pea-to-pee
conversation with the m-processor. While the @-processor
operates within a resource-constrained environment, the
acourting server is typicdly blessed with a large anourt of
computational resources and storage.



The fundamental bulding Hocks of the AIACE
architedure residing at the acourting server side are (Fig.
5):

* Theplugin store. This unit hands off plug-ins to the @-
procesor upon request from the demand loader.
Additiondly, it maintains the database and reme space
of the known plugrins;

*  Thepdicywriter. With the writer, the acourting server
talks to the m-procesor’s pubisher and expresses new
padliciesin terms of rules, adions, and dug-in names,

» The acourting plugins that redize a server side
matching functionality. Thaose plug-ins with pea-to-pee
significancenedl in fad to be instantiated bah at the @-
procesor and at the server;

* The plugiin framework. As described for the co-
procesr, this framework provides the scaffolding and
medhanisms for accourting dug-ins to compase on the
server side;

» APIsto the acourting server's core functions, such as
aggregators, correlators, and utimately to the hilling
services (shoud hlling ke the ultimate goa of IP
acourting). With these APlIs, it is possble to fast-track
acourting data records and thus capitalize on the work
previously done by the acounting co-processor at the
network nock.

C. Dynamics

The acounting co-processor pulls acourting dugins
from the acwmurting server on demand (much as virtua
memory pages are loaded on dcemand from a file system
server). The m-procesor’'s demand for a plug-in can be
explicit or implicit.

An explicit plug-in demand-loading cycle occurs when a
new adion correspondng to a verified rule is being
triggered. An explicit loading cycle dso occurs when an
acourting dug-in was formerly instantiated and later was
colleded dwe to extended inadivity. In this case, the co-
processor asks the acournting server for the plug-in to be re-
instantiated (or simply recovered, depending onthe stateful
versus datelessnature of the plug-in).

An implicit demand loading cycle is darted when new
acournting reoords are aeated a the co-processor.
Periodicdly, the m-processor publishes a diredory of newly
creded records to the acourting server. The server reacts to
this report by providing rules, adions, and dugins to be
applied to those acourting records that are eligible for node-
locd treament. In some circumstances, the acournting server
may delegate the authority to spell out rules, adions, and
plug-ins to ather entities, such as applicdion poxies locd to
the network nock (e.g., a H.323 proxy) and formerly loaded
with users' profiles.
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Fig. 5. The achitedure of an accourting server
that communicaes with co-processors as well as
legacy nodks (contrast with right side of Figure 3).
Plug-ins' legendisin Fig. 4.

The AIACE architedure does not currently mandate that
the aedion d new acourting recrds and the instantiation
of new ac®urting gug-ins be synchronized.

To expedite both explicit and implicit loading d plug-ins,
the @-processor may eled to locdly manage a LRU cade of
plug-ins.

V. SAMPLE APPLICATIONS

A. Custom Billi ng for Application Flows

A H.323-based [ 7] multi-media cnference istaking dace
among wsersin dff erent administrative domains and seaurity
enclaves, the participants sled the premium Quality of
Service (QoS) class The domain where User A lives is
proteded by a firewall under control of User A’s Internet
Service Provider (ISP); this firewal is also accourting
enabled to support the ISP s business model. From the ISP,
User A wants to have ared-time acourt of the expenses
incurred while cnferencing. Depending won the adual
content, quality, and cost of the mnference, User A may
eled to switch to ather QoS classs or ISFs.

The nference participants interoperate through the
H.323 potocol. This protocol is known to defea the
traditional 5-tuplefiltering bythe firewall. The root cause for
this is that a unique H.323 sesson comprises <svera
UDP/TCP sub-flows using dyramic UDP/TCP ports. The
firewall in User A's domain obviously cannot open up all
portsto al traffic enteringinto the domain.

The firewall courters the dusive H.323 sesson by
establishing a H.323 poxy. A H.323 poxy is an applicdion



proxy (L7* proxy) that runs inside the firewall and mediates
H.323traffic. InboundH.323traffic is explicitly addressed to
the proxy, and from the proxy is forwarded to User A;
outbound H.323 traffic is transferred from User A onto the
proxy, and from the proxy is sent to the outside destinations.

From an IP acourting standpant, the ISPs acourting
system must:

1) Pick the acournting dita records relating to the
H.323 conference out of the whole set of acourting data
Meters only document L3 and L4 information (i.e., IP
addresses and TCP/UDP port numbers). The arrelation o
L3/L4-based acmurting cata into a unique acourting record
for the whole H.323 sesdonis non trivial (as observed in the
case of merefirewall filtering);

2) Veify that the aygregate accourting dita records
from step 1 report values of jitter and latency that are
consistent with User A’s service ontract;

3) Tofully charaderize the wsts inherent in the H.323
conference, the ISP may want to add the sts of
computational resources consumed by the H.323 poxy.
These @msts may bemme significant if, for example, the
H.323 poxy also provide content clipping to the benefit of
resource-constrained and bandwidth-limited client users
(e.g., wirelesspersonal digital asgstants);

4) Findly, every 10 seoonds the acournting system
must communicate qualifying acourting data records from
step 1, 2, and 3to the ISP's hilli ng and invoice services. In
turn, these will provide the adual cumulative st figure in
red-timeto User A.

The acourting system that emerges from this description
is beyondthe state of the at. The AIACE architecture makes
some fundamental contributions to the redization d this
environment. AIACE’ s contributions derive from locding an
acourting co-procesor within the firewall, and from
popuating it with several spedalized pug-ins.

A plug-in running in the @-procesor capitalizes on the
proximity with the H.323 goxy. From the H.323 poxy, this
plugin—the H.323 correlation Qdugin—derives the
information reeded to quickly correlate traditional L3/L4-
based acomurting dita records into a unique acourting
record for the whole H.323 sesson. Ancther plug-in running
in the @-procesor monitors the nsumption o
computational resources by the H.323 poxy. This plug-in—
the CPU cycles plug-in—extends traditional acourting deta
to include information regarding CPU cycles, scheduling
events, etc. that were caused by the H.323 proxy.

L3, L4, and L7 refer to layersin the OS| reference model.

firewalls
edge-nodes

NS

and its pub-fl

H.323 proxy
in thefirewall

ISP’s acounting
server

Fig. 6. IP flows belongng to the same H.323
sesgon are gygregated at the network noce.

Ancther plug-in running in the -processor—the red-
time transfer plug-in—expedites the transfer of the H.323
related acourting data to the acourting/billi ng server(s).
This way, the accourting/billi ng servers can med the red-
time austomer care requirements.

Let us further assume that User A uses a pre-paid debit
cad to seaure funds to the ISP. In this case, an additional
acourting dug-in—the pre-paid debit card plug-in— joins
the m-procesor and deaements User A’s credit until there
are no credits. When the aedit hits zero, this plug-in
terminates the H.323 poxy and start redaiming the
acourting resources related to User A’s H.323sesson.

Similar pre-aggregation oppaotunities at the network
nodes arise when dfferent logicd groups of resources are
being considered. VLANS, for instance, are aL 2 paradigm to
group stations on dfferent LAN segments based on explicit
IEEE 8021Q tags, or IP addresses, or protocol numbers, or
ingresdegress interfaces. In all cases but the latter, the
aggregation d acmurting dcata on a per-VLAN basis is not
trivial. The AIACE co-procesor can efficiently pre-
aggregate this acourting data using retwork-node locd
knowledge (e.g., IEEE 8021Q tags).

B. High-confidencetraffic monitoring

A high-confidence traffic monitoring applicaion
periodicdly swees a network topdogy and reports network
vitals to the operator (e.g., the amulative traffic figures
concerning the most remunerative SLAS). The high
confidence dtribute implies that such an applicdion is
dependable in reporting traffic figuresin red-time, in spite of
overloads (e.g., network, CPU, or acmurting dbta overloads)
possbly induced by partial failures in the network. In aher
words, this type of traffic monitoring application must be
espedally well behaved when things in the network start to



go wrong Whenever applicable, the termindogy is being
deliberately boarowed from misson-criticd red-time
applicaions such asair traffic control ([6]).

In this applicaion, it is crucia to manage the finite
monitoring cgpadty and make the most effedive acourting
data mining ou of it. A whole sweeg o the network
topdogy represents a ¢/cle; cycles are typicdly configured
to complete in a handful of seconds. At the end d ead
cycle, the bregkdown of the monitoring cgpadty is revisited
to adapt to condtions occurred in the previous sveep, or to
acommodate an operator’s explicit request to zoom-in on
“hat” sedors of the sweep. In principle, a ead cycle the
traffic monitoring applicaion communicaes to AIACE
network nocks:

1) How much acourting data the gpli caion wants to
handle from a given network nock;

2)  How shoud the network node weight its acourting
data, dedde what to mine out, and padkage it within the
aforementioned li mit;

3) Which acarragy is expeded from the network node
whil e performing this acourting data mining.

It is appropriate to think of Steps 1 to 3 as a
generdizaion d RMON’s Host Top N group \ariables. The
oppatunities in Step 2 become evident in the following
example (Fig. 7). The network under analysis is QoS-enabled
and three QoS clases—gadd, silver, and lronze—are
defined. By spedfying a weighting algorithm for accourting
data in the various QoS classes, the applicaion passes tidhbits
of its businessmodel to the network node—i.e,, it says what
the most significant acourting data ae and hav much this
matters. The network noce can use the weighting algorithm
to rank the acourting data that best reflect this business
model. Shoud the acourting dbta exceed the size pre-set by
the gplicaion for a given nock (overload), that node will
throttle itself by pruning the least significant acournting dita
from itsreports.

AIACE's acounting dugins redize Steps 1 through
by operating bah at the network nodes and at the acourting
server. The plugrins that define the weighting agorithms
load and exeaute & the network node. The plug-ins that
implement the acourting wire protocol and its cgpability to
drive the network node’s acwourting data output are
redprocated at the network node and at the acourting
server.

VI. RELATED WORK
Aboba and Jarkko [1] document severa key definitions and

taxonamies for acourting and hlling. They also survey
existing pradices for accourting and hilling.  In this paper,

AIACE’s sope has been limited to what [1] refers to as the
acourting potocol between a network noce and the
acourting server. Inter-domain and intra-domain protocols
among acourting servers are left as an urexplored
applicaion areafor AIACE's accourting dug-ins.

The meters and flow analysis in OC3MON [2] are
configurable and programmable; new native mde can be
added to produce wstom delay lines or replay behaviors.
AIACE plays a a higher level of abstradion. While it is
possble to redize delay lines or replay with AIACE plug-
ins, AIACE's emphasis is on making retwork nodks
communicae intelligently with applications, and have
applicaions delegate adivities such as pre-paid debit card
semanticsto network nodks.

Pricing strategies for data services (as in [17]) are
orthogonal to AIACE's thrust (i.e., pdicy vs. mechanism).
Adaptive, usage-based pricing as in [17], however, suppats
and sustains AIACE’s motivations.

With Active Networks [21], researchers have blurred the
dichotomy between transient data padkets and nodbk-resident
protocols. Both the integrated Active Network approach—
the wde is caried by the padket “by value’—and the
discrete Active Network approacdh—the @de is carried by
the padket “ by reference”—have been described in literature.

One of the first acourts of Active Networks themes
being appli ed to acaurting and killi ng can be foundin [20].
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With self-paying transport, PDUs are extended with
“hand-caried” electronic payment information. AIACE
applies Active Networks themes to the accounting co-
procesor. AIACE, however, is limited to the management
plane, it does nat interfere with the end-to-end peth, and thus
it may find paths of leser resistancetowards adoption.

Likewise, AIACE can be regarded as an aigina
application d Liquid Software [8] to a path that is nat the
end-to-end peth, but is rather the IP acouning and
management path.

In [13], the accourting/billi ng infrastructure meds Active
Networks with a radicd new approach: the acourting and
billing functions are delegated to customer’'s g/stems.
AIACE shares the same fundamental objedives, i.e. ahighly
customizable service to the end wser. In AIACE, however,
this objedive is readed through an effedive processng o
acourting data. Unlike [13], AIACE does not depend upn
customer systems nor isit expaosed to their misbehaving.

The problems of using Java within a shared environment
such as a network noce have been explored in [5]. These
problems can lead to denia of service due to resource theft
by pugins that maliciously or inadvertently consume
dispropationate amourts of resources. That work has
produced a resource-safe Java platform that isided to realize
the AIACE co-procesor and its guaranteed operations.

VII. CONCLUSIONS

AIACE is an adive IP accounting infrastructure for next-
generation acourting requirements that arise from Internet
eqnamics, voice and cata integration, and rew applicdions
(such as red-time billi ng). Through AIACE’s node-resident
acwourting co-processor, spedalized acourting gug-ins can
work in pace &the network node, where the acourting data
is being generated and padkaged. Severa effediveness and
efficiency scenarios auppat the vision that AIACE's
flexibility will benefit service providers, network operators,
and Jtimately the end wsers.

In the long term, AIACE's most distinguishing
contributions are epeded in those scenarios where
acourting applicaions have arich context and acounting
data mining hes to take placein red-time, with sub-minute
latencies. With the accounting rode @-processor, it isfinally
possble to marry Active Networks themes with red-time
solutions to the management of acmounting dita ad
overloads; these solutions are inspired by results in red-time
distributed systems and misgon-criticd applicaions[6].
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